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Accurate smoking documentation in electronic health records (EHRs) is crucial for risk assessment
and patient monitoring. However, key information is often missing or inaccurately recorded. Large
language models (LLMs) present a promising solution for interpreting clinical narratives to extract
comprehensive smoking data. We developed a framework utilizing LLMs combined with rule-based
longitudinal smoothing techniques to enhance data quality. We compared generative LLMs (Gemini-
1.5-Flash, PaLM-2-Text-Bison, GPT-4) against BERT-based models using 1683 manually annotated
clinical notes from 518 patients across Stanford and Sutter Health systems. Generative LLMs
achieved superior performance ( > 96% accuracy) across seven smoking variables, with external
validation showing robust generalizability (97.5–98.8% accuracy). We deployed Gemini-1.5-Flash to
79,408 notes from 4792 lung cancer patients, demonstrating that risk model-based surveillance
incorporating smoking factors outperformed NCCN Guidelines in identifying second malignancies.
Our study highlights the potential of generative LLMs to improve smoking history documentation
quality, enhancing lung cancer surveillance and broader clinical applications.

Smoking is a significant risk factor for a range of health outcomes and
remains the leading cause of preventable death in the United States1.
Smoking increases the risk of developing lung2, breast3, head and neck4,
pancreatic5, and other cancers6. Among cancer patients, continued smoking
after diagnoses has been associated with higher risks of recurrence and
second malignancies7 as well as increased overall and cancer-specific
mortality1. The United States Preventive Services Task Force (USPSTF) has
established lung cancer screening guidelines that determine eligibility based
on individuals’ smoking history. The 2013 USPSTF criteria recommend
annual low-doseCT screening for adults aged 55–80 years with a ≥ 30 pack-
year smoking history (e.g., one pack/day for 30 years) who currently smoke

or quit within the past 15 years8. In 2021, theUSPSTF expanded eligibility to
ages 50-80 and lowered the threshold to 20 pack-years while maintaining
the 15-year quit limit, broadening access to screening for high-risk
populations9. Given the impact of smoking on various health outcomes,
obtaining accurate smoking history data is crucial for effective risk assess-
ment, cancer screening eligibility decisions, and monitoring health out-
comes in patients.

Electronic Health Records (EHRs) provide excellent opportunities
to collect smoking information; however, capturing reliable and com-
prehensive smoking history has been challenging10. Previous studies
have documented significant data quality issues. For example, 32% of
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patients had inconsistencies in the documented smoking status, and
over half of smoking status changes were implausible (including
implausible changes and loss of information changes)10. While basic
smoking variables such as smoking status (current, former or never) are
typically recorded in structured EHR fields, most detailed information
such as smoking pack-years, duration, and quit-years are often found in
clinical notes only11,12. Clinical notes could be an informative source for
obtaining smoking-related information compared to structured data
fields alone13. Several prior studies have proposed various natural lan-
guage processing (NLP) algorithms for extracting key smoking-related
variables from clinical notes in various healthcare settings14–18. Com-
mon approaches include keyword extraction through various algo-
rithms (e.g., two-layer rule-engine14, text similarity18), deep learning
models for sentence classification16,18, and development of filtering
pipelines to identify relevant clinical notes17. However, all approaches
relied on single-institution datasets without cross-system validation,
limiting generalizability.

More recently, large language models (LLMs) have become pow-
erful tools for clinical information extraction. In particular, fine-tuned
transformer models (e.g., BERT variants) show strong performance for
extracting smoking history19. GPT-based approaches likewise achieve
high accuracy in identifying substance-use status (including tobacco)
from clinical notes20,21. Scoping reviews across clinical domains docu-
ment the growing use of fine-tuning and prompt-engineering, with
generally positive results, though performance varies bymodel type and
task22. However, these existing LLM-based studies for smoking mainly
focused on note-level extraction (single time point), lacking perfor-
mance evaluation in longitudinal settings23.When comparing data from
many clinical sources over different time periods, individuals’ smoking
trajectories show frequent inconsistencies10,24,25, making it crucial to
account for longitudinal smoking histories. Furthermore, most existing
studies have relied on single-source data or publicly available de-
identified datasets such as the MIMIC23, a widely-used emergency
medicine and critical care database, without validation across inde-
pendent healthcare systems. Moreover, despite recognizing LLM
hallucinations26,27 as a source of error, prior works have not proposed
any systematic mechanisms for identifying or correcting such errors
across time points—limiting the clinical reliability of extracted smoking
histories23.

In this study, we develop a framework leveraging LLMs and rule-based
smoothing to extract and harmonize longitudinal smoking data. This fra-
mework enables automated extraction of comprehensive smoking histories
(including smoking status, pack-years, quit-years, duration) from clinical
notes in EHRs across different healthcare systems (academic and
community-based healthcare systems). We evaluated note-level accuracy
across multiple smoking variables, implemented longitudinal data
smoothing methods to resolve common inconsistencies and validated the
proposed approach across both academic and community-basedhealthcare
settings. We then demonstrated the utility of this enhanced longitudinal
smoking data curation in evaluating various post-treatment surveillance
strategies for lung cancer patients.

Results
Patient characteristics
The Stanford Healthcare (SHC) cohort used for LLM development and
evaluation included 376 lung cancer patients (49.7% female, median age
65.9 years) with 1,183 clinical notes that were manually annotated (i.e.,
chart reviewed) for smoking history information (Supplemental Table
1; Figs. 1, 2). The cohort was predominantly White (54.8%) and Asian
(16.8%). Most patients had adenocarcinoma (47.3%), with 43.9% early-
stage lung cancer and 38.3% advanced-stage disease. Common first-
course treatments included chemotherapy (56.9%) and radiotherapy
(45.5%) (Supplemental Table 1). The patients in this cohort had a
median of 2 notes (IQR: 1–3), and with a median of 17.1 months (IQR:
6.4–37.5) from diagnosis to note date.

Performance and validation of LLMmodels in smoking data
extraction
Using zero-shot prompting, generative LLMs (Gemini 1.5 Flash, GPT-4,
PALM 2 TextBison) outperformed BERT-based models (ClinicalBERT,
blueBERT) in extracting smoking status from clinical notes. Generative
LLMs (Gemini 1.5 Flash, GPT-4, PALM 2 TextBison) outperformed end-
to-end fine-tuned BERT based models (ClinicalBERT, BlueBERT), with
significantly higher accuracy (the range of 96.6% to 97.5% for generative
LLMs vs. 76.9% to 82.5% for BERT-based models) (Supplemental Fig. 1).
Based on this superior performance, we focused on generative LLMs for
extracting all smoking variables using the same zero-shot prompting
approach. Among the generative models, Gemini 1.5 Flash and GPT-4
demonstrated the highest overall accuracy (96.6% and 96.1%) across all
seven smoking variables (Fig. 3). Among these variables, age at cessation
(78.9–99.6%) exhibited the best performance, followed by pack-years
(86.9–98.3%) and year of cessation (87.8–97.9%),while years since cessation
(92.4–95.4%) and smoking duration (84.0–94.9%) showed slightly lower
accuracy.When we validated these models using an independent dataset of
500 clinical notes (from 142 patients) in a community-based healthcare
setting at Sutter Health (Supplemental Table 2), which included notes with
sparse smoking information, Gemini 1.5 Flash and GPT-4 maintained
similarly high overall accuracy (98.4% and 98.9% respectively) (Fig. 3).
Notably, accuracy improved for smoking duration (97.6–99.2%) and packs
per day (99.2–99.6%) in the validation data compared to the development
data at SHC, demonstrating the generalizability of these LLMs across dif-
ferent healthcare systems and documentation quality levels (Fig. 3).

Error analysis identified the specific areas where the generative LLM
(Gemini) struggled, such as interpreting approximate dates, distinguishing
between historical and current smoking behaviors, and handling complex
smoking histories withmultiple quit attempts (Supplemental Table 3). Poor
note quality, such as overly brief documentation (e.g., “Social history:
Tobacco use”with no indication whether current, former, or never smoker)
and contradictory information (e.g., samenote stating “Former smoker, quit
2019” and “Current smoker, 1 pack per day”), also hindered smoking
information extraction. Notably, LLMs handled grammar, spelling, punc-
tuation errors, and clinical abbreviations very well.

Deployment of Gemini for large-scale longitudinal smoking data
curation
To curate comprehensive longitudinal smoking data, we deployed
Gemini 1.5 Flash to extract smoking information from 79,408 clinical
notes of a larger lung cancer cohort at SHC. This cohort included lung
cancer patients who has at least one smoking related records (either
clinical notes or structured data) at the time of diagnosis (N = 4792;
Supplemental Table 4). The cohort had a median diagnosis age of 69.1
years (IQR: 61.3–75.8) and was predominantly White (58.1%) and
Asian (24.2%) (Supplemental Table 4). Within this cohort, 55.1% were
former smokers, 17.4% current smokers, and 27.6% never smokers at
the time of diagnosis (Supplemental Table 5). The curated longitudinal
smoking data (based on 79,408 clinical notes and 57,407 structured
data) showed that 92.7% of patients had multiple (≥2) smoking-
related clinical notes or structured smoking data, with a median
follow-up of 2.9 years (IQR: 0.6–6.3 years) after the initial diagnosis.
Each patient had a median of 14 smoking records (IQR: 5–37) over up
to 22.4 years from the initial diagnosis (Supplemental Table 5).

Identifying and resolving inconsistencies in longitudinal
smoking data
Integration of LLM-extracted (using Gemini) and structured smoking
records revealed inconsistencies in how smoking status changed over time
within patient longitudinal smoking histories (Fig. 4a). For example, some
patients (e.g., Patient ID = 5 or ID = 6) change their smoking status from
“former” to “never,” which is implausible and should not occur (Fig. 4c).
Overall, 18.0% (n = 862 patients) had at least one “implausible” transition in
their smoking status, and 14.7% (n = 703 patients) had two or more
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implausible transitions in longitudinal smoking status (Supplemental Table
6). We developed and applied rule-based smoothing methods that utilize
eachperson’s longitudinal smoking status, pack-years data, andquit years to
identify most plausible transitions for smoking status. The smoothed
smoking status trajectories of the example patients are shown in Fig. 4b.
After applying the rule-based smoothing methods, the implausible transi-
tions were corrected, producing accurate smoking histories for the study
cohort.

Utility of longitudinal smoking history data in evaluating post-
diagnosis surveillance strategies in lung cancer patients
We evaluated the utility of the curated longitudinal smoking data for lung
cancer patients inmonitoring their long-termoutcomes following the initial
diagnosis. Recognizing that smoking is a known risk factor for developing
secondprimary lungcancer (SPLC),we examined theproportionofpatients

in the SHC cohort who continued smoking after their lung cancer diagnosis
and remained as current smokers over time (Supplemental Fig. 3). The
result showed that the current smoking rate decreased substantially from
17.4% at initial diagnosis to 7.7% at landmark year 5 (i.e., 5 years after the
initial diagnosis) among the 1113 patients who remained alive and free of
SPLC throughout the five-year period.

Building upon on prior studies28,29 that examined the 2013-USPSTF
lung cancer screening criteria—based on smoking history and age—to
predict the subsequent risk of developing SPLC in lung cancer patients, we
reproduced this association (Fig. 5a). The USPSTF screening eligibility
evaluated at the initial diagnosis was significantly associated with the SPLC
risk (hazard ratio [HR]: 1.76; p = 0.019). However, the magnitude of this
association decreased over time when using updated patients’ smoking
information (Fig. 5a), a trend not observed in previous studies28,29 due to
their lack of longitudinal smoking data; this underscores that smoking alone
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Fig. 1 | Schematic diagram for study design. The study workflow is organized into
six key components. (1) Longitudinal structured and unstructured EHRs from 376
LC patients at SHC are curated. Manual annotations of 1,183 unstructured clinical
notes are performed to enable LLMmodel training. (2) LLMs including BERT-based
models (ClinicalBERT) and generative AI models (Gemini, PALM, and GPT) are
trained using prompt-based learning to extract key smoking-related variables. (3)
The trained generative AI models (Gemini 1.5 Flash and GPT-4) predict key
smoking variables: smoking status, smoking duration, packs per day or pack-years,
and cessation indicators such as quit date and cessation duration. (4) External
validation of the models is performed on an independent cohort of 142 LC patients

from Sutter Health (500 clinical notes). (5) The trained model is deployed on a
reserved SHC cohort of 4792 LC patients (79,408 longitudinal notes). (6) The pre-
dicted longitudinal smoking history is used in two downstream analyses: A. Iden-
tification and smoothing of inconsistencies in smoking status across time points
using state transition modeling, and B. Evaluation of lung cancer patients’ eligibility
and temporal risk profiles using the Second Primary Lung Cancer Risk Assessment
Tool (SPLC-RAT). Created in BioRender. Khan, A. (2025) https://BioRender.com/
y9n56i6. LLM Large Language Model; LC Lung Cancer; EHR Electronic Health
Record; SHC Stanford Health Care; GPT-4 Generative Pre-trained Transformer 4;
SPLC-RAT Second Primary Lung Cancer Risk Assessment Tool.
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maynot fully capture SPLCriskwhen considering full longitudinal smoking
data that reflects changes in patients’ smoking behavior after the diagnosis.
When examining the 2013-USPSTF criteria using raw extracted data
without rule-based smoothing, the associations exhibited wider confidence
intervals and no significant association (Supplemental Fig. 4), even at the
time of diagnosis—a finding that has been established in the prior

literature7,28,29. This lack of significance is likely due to inconsistencies and
missing values in the raw data, which obscured true association pattern.

In addition, we leveraged the curated longitudinal smoking data to
evaluate various post-diagnosis surveillance strategies in lung cancer
patients (Fig. 5b–d).Our analysis revealed that apublishedpredictionmodel
for SPLC risk (referred to as SPLC-RAT)7,29 - which incorporates smoking

Fig. 2 |Diagram for Selection of Cohort and Clinical Notes Used for Large Language
Models Development (N = 376: Curated set) and for Evaluating Surveillance Stra-
tegies among Lung Cancer Survivors (N = 4792: Reserved set) at Stanford Health

Care. *LC: Lung cancer, SHC: Stanford Health Care **Note selection sampling
method is described in Methods and Supplemental Table 7.
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history as well as other clinical risk factors (e.g., tumor characteristics,
treatment, prior history of other cancer)—shows robust predictive perfor-
mance across different landmarks after the initial diagnosis (AUC range:
68.9–77.5%) (Fig. 5b). The AUC (area under the curve) represents the
model’s ability to distinguish patients who will develop SPLC from those
who will not, where higher values indicate better performance and 50%
represents random chance. Further, this analysis demonstrated that the risk
model-based surveillance strategyusingSPLC-RAT(applyinga thresholdof
10-year risk ≥ 5.6%) for identifying high-risk individuals to be selected for
SPLC surveillance shows superior performance compared to the USPSTF
criteria8 (which only considers smoking history and age) and the NCCN
guidelines (which incorporates clinical factors alone) (Fig. 5c, d). In parti-
cular, the patients classified in the “high-risk” group identified by SPLC-
RAT ( ≥ 5.6%) at initial diagnosis exhibited a higher observed 10-year SPLC
incidence at 4.2%, compared to 1.4% for the “low-risk” group (Fig. 5c). This
difference was more pronounced than those identified by the USPSTF or
NCCN guidelines (Fig. 5c). Similar trends were noted at 2 years after the
initial diagnosis (Fig. 5d), although the magnitude of the difference became
smaller as fewer patients remained event-free and in follow-up.

Discussion
In this study, we proposed a framework that leverages LLMs to extract
longitudinal smoking history data from clinical notes in EHR and incor-
porates rule-based smoothing techniques to enhance data quality by

resolving conflicts and inconsistencies. This study demonstrated that
comprehensive smoking histories can be accurately extracted and externally
validated with high accuracy across all smoking variables using LLMs.
Application analysis showed that curated longitudinal smoking data using
LLMs can be effectively used to evaluate the relative efficiency of SPLC
surveillance strategies. In particular, our analysis revealed that a riskmodel-
based surveillance strategy for SPLC, which combines comprehensive
smoking history (such as smoking status, cigarettes per day, smoking
duration) with clinical factors (such as history of cancer, treatment, and
cancer staging), outperforms existing criteria that rely solely on smoking
history and age (USPSTF criteria) or clinical factors like treatment history
and staging (NCCN guidelines). These analyses demonstrate that incor-
porating longitudinal smoking data can provide key insights for evaluating
the effective long-term surveillance strategies for lung cancer survivors.

Unlike prior NLP work for smoking abstraction15–18 that has been
limited by focusing on data extraction at a single time point30 or note-level
extraction14,23,31 or confined to single institutions32, we conducted NLP-
guided sampling to extract smoking variables over longitudinal clinical
notes from EHRs across academic and community healthcare setting. For
model training, we sampled high-yield notes enriched with smoking details
(e.g., including pack-years, quit-years, and smoking status within a single
note) to maximize the learning signal. For validation, we selected a more
diverse range of notes, including notes with minimal/sparse smoking
mentions. By leveraging amore holistic approach, we aimed to enhance the

Fig. 4 | Example longitudinal smoking status data from 12 patients over 15 years
at stanford health care. The below heatmaps illustrate the transitions in smoking
status of patients over time, delineated into “before” (the left panel a) and “after” (the
right panel b) applying the proposed rule-based smoothing corrections. Each row in
both heatmaps represents a unique patient, and each column corresponds to
sequential time points (monthly) at which smoking statuses were recorded. The
colors used in the heatmaps indicate specific statuses: ‘No Data’ (off-white), ‘Never’
(light blue), ‘Former’ (orange), and ‘Current’ (maroon). c The schematic diagram of

smoking status changes. The upper section of the figure visually represents long-
itudinal smoking status data for a patientwho initially presented as a current smoker,
then transitioned to a former smoker, and subsequently to a never smoker—a change
that is considered implausible. The state transition graph (lower section) presents
plausible versus implausible smoking status changes that informed the development
of the rule-based smoothingmethod. Created in BioRender. Khan, A. (2025) https://
BioRender.com/ogaiozq.
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accuracy and generalizability of smoking data extraction, ensuring that our
findings are applicable across diverse patient populations, clinical settings,
anddocumentation styles. This is important because it is often observed that
LLM models’ performance is not transferable to other healthcare systems
due to variations in documentation styles, which limits the utility of models
trained in one system.

The proposed LLM framework, in conjunction with our rule-based
longitudinal smoothing algorithm, facilitated the effective curation of
longitudinal smoking data, addressing commonly observed inconsistencies
in smoking history data (e.g., instances where never smokers are inaccu-
rately classified as former smokers). Previous efforts to correct inconsistent
smoking data observed inEHRshave beendocumented32–35; however,many
of these approaches focused on record-level corrections throughNLP32, i.e.,
borrowing information from the most recent clinical notes, or they

addressed only smoking status classification.While one study was found to
employ a longitudinal correction approach33, they assumed that EHR-
documented smoking status was accurate, without accounting for potential
recording errors or recall bias that are commonly observed in EHR data. At
SHC, we found that ~20% of patients exhibited implausible transitions in
smoking status in their longitudinal smoking history data. By applying the
proposed smoothing method, we were able to minimize these errors,
thereby enablingmore reliable research related to patients’ smoking history.
Compared to raw extracted data, the smoothed data showed improved
statistical power and revealed meaningful clinical patterns that were
otherwise obscured by extraction inconsistencies. This improvement
enabled us to evaluate efficient surveillance strategies for lung cancer sur-
vivors, including a comparison of SPLC-RAT strategies with and without
smoking variables (data not shown), which demonstrated that

Fig. 5 | Analysis of the curated longitudinal smoking history data from 4792 lung
cancer patients at Stanford Healthcare. a The association between lung cancer
screening eligibility by *USPSTF (based on smoking and age) and the risk of
developing second primary lung cancer (SPLC) in lung cancer patients. Hazard ratio
was evaluated via multivariable competing risk regression by landmarking at the
time of diagnosis and k-year after the diagnosis (k = 1-3) among the subset of
patients who are alive at each time. b The predictive performance of the Second
Primary Lung Cancer Risk Assessment Tool (SPLC-RAT) with smoking history as
the key risk factors over landmarks. AUC was measured over landmarks at the time
of diagnosis and k-year after the diagnosis (k = 1-3). Each bar indicates a 95%
confidence interval. c Evaluation of three SPLC surveillance strategies in identifying
high-risk patients for SPLC: (i) SPLC-RAT-based risk ≥5.6%, (ii) USPSTF eligibility

(Yes vs No), and (iii) NCCN guideline-based eligibility (Yes vs No). The Y-axis
shows the observed cumulative SPLC incidence stratification by each eligibility
criterion, with eligibility determined at initial diagnosis using the smoking data
available at the given time. d Evaluation of the same three surveillance strategies
performed at landmark 2 years (i.e., two years after the initial diagnosis among those
whowere event free). *Weused the 2013USPSTF lung cancer screening criteria (i.e.,
ages 55–80, ≥30 pack-years, and ≤15 years since quitting for former smokers) to
replicate the findings of prior studies that showed the association between 2013
USPSTF criteria and SPLC risk at the time of the initial diagnosis in lung cancer
patients. ** AUC: A higher AUC value indicates better discriminative ability, with
100% representing perfect discrimination and 50% representing no better than
random chance.
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incorporating smoking information enhanced discrimination between low-
and high-risk patient populations.

The present study offers several significant contributions. First, we
demonstrated that generative LLMs can effectively extract comprehensive
smoking data from clinical notes with a high overall accuracy ( > 96%),
capturing both categorical (smoking status) and quantitative measures
(pack-years, duration, and quit years). While BERT models have been
widely used for abstracting smoking variables in prior research36,37, in our
study, they underperformed compared to generative LLMs (76.9–82.5%
accuracy for BlueBERT and ClinicalBERT vs. 96.6–97.5% for Gemini and
GPT4). This performance gap can be attributed to several features of BERT
models, including their need for large training data for end-to-end fine
tuning of thesemodels and restricted contextwindow for processing clinical
notes. In contrast, generative LLMs demonstrated improved performance
through prompt engineering alone, requiring less model training. This
enhancementwas also partly due to prompts that break down the extraction
of smoking history into step-by-step tasks, along with validation rules to
ensure consistency in the information extracted from a single clinical note.
Another key strengthofour study is the rigorousmanual annotationprocess
over a large number of clinical notes (n = 1183) conducted by two inde-
pendent annotators who reviewed each of the notes, achieving a great inter-
annotator agreement of 91.8%. Furthermore, we evaluated multiple gen-
erative LLMs to compare their effectiveness, strengthening the robustness of
ourfindings. Lastly, the external validationof the LLMmodels improved the
generalizability of the proposed approaches, allowing for broader
applicability.

Despite the above strengths, our study has limitations. First, while we
demonstrated success with three generative LLMs (GPT-4, Gemini 1.5
Flash, and Text Bison), we have not yet explored open-source alternatives
like Llama and DeepSeek that would allow healthcare systems to maintain
full control over sensitive data through local deployment and direct inte-
grationwith clinicalworkflows. Second, our development cohort comprised
only patients with lung cancer, which may limit generalizability to other
clinical populationswhere smoking data guide risk assessment and care.We
chose lung cancer because smoking variables (status, pack-years, quit-years)
are typically documented with more details in this population, yielding
high-quality labels for model development. While our training dataset
consisted exclusively of information-richnotes, we validated themodel on a
more heterogeneous dataset where 20% of notes contained only basic
smoking information and 6% notes from never-smokers. This validation
demonstrated the model’s ability to appropriately abstain (report N/A)
when smoking information is insufficient or absent. Nonetheless, external
validation in non–lung cancer settings (e.g., primary care, cardiology,
perioperative) is recommendedbefore broaderdeployment.Third, our rule-
based smoothing method makes simplifying assumptions about smoking
documentation: that information recorded repeatedly are more likely to
harbor more accurate information, that clinical notes and structured data
are equally reliable, and that smoking status does not change between note
dates where no smoking data is available. While these assumptions allow
systematic handling of inconsistencies, they may oversimplify complex
cases where documentation quality varies, or smoking behavior changes go
unrecorded. Fourth, ourmodel training used high-yield notes enrichedwith
detailed smoking information, which may have limited the model’s expo-
sure to sparse or ambiguous documentation during development. Never-
theless, error analysis revealed that many training notes still contained
ambiguous or contradictory smoking information despite being
information-dense.Additionally, external validationusingnoteswith sparse
smoking information and poor documentation quality showed that the
models may generalize well. Although these limitations exist, this approach
provided a robust and interpretable method for curating consistent long-
itudinal smoking histories from fragmented clinical data, ultimately aiding
in the replication of existing findings in the SPLC surveillance literature.

To conclude, the present study demonstrates a new framework uti-
lizing LLMs to extract smoking information from clinical notes across
diverse healthcare settings and incorporating rule-based smoothing

techniques to enhance post-deployment data quality. Our findings indicate
that these LLM-powered extraction methods, combined with longitudinal
smoothing algorithms, effectively address documentation inconsistencies
and generate accurate smoking histories. These findings demonstrate the
potential for LLM-based tools as provider-facing clinical decision support
systems integrated directly within EHRs to inform downstream clinical
processes, as accurate smoking history will be useful for surveillance stra-
tegies for long-termoutcomes in lung cancer survivors. Similar to successful
EHR-integrated tools like EHR-QC38, smoking history extraction tools
could be deployed to automatically populate and validate smoking infor-
mation during clinical encounters, reducing documentation burden while
ensuring more consistent data. Overall, this study highlights the broader
clinical utility of integrating LLMs to improve patient care and outcomes in
diverse healthcare environments.

Methods
The study cohorts for natural language processing development
The Oncoshare-Lung database was utilized for this study, which includes
EHRdata fromboth academic healthcare (Stanford) and community-based
healthcare (Sutter Health) data, linked to the state cancer registry39. The
StanfordHealthcare (SHC) cohort for LLMdevelopment included 376 lung
cancer patients with 1,183 clinical notes that contain detailed smoking-
related information (Fig. 2, Supplemental Tables 7, 8). The clinical notes
consisted mostly of progress notes, consultation reports, history and phy-
sical examination (H&P) documents, and other documentation from
oncology, pulmonology, radiology, emergencymedicine, surgery, and other
departments [Supplemental Table 9]. We excluded only protected/con-
fidential documents and research-flagged notes.

Among the 7060 patients diagnosed with lung cancer between 2000
and 2022, we identified 2913 patients who did not have any structured EHR
records for smoking status at the time of lung cancer diagnosis; this timing is
important for assessing how smoking history influences cancer prognosis in
lung cancer patients, as it captures essential baseline patient information
that can help predict outcomes. Structured records were obtained from
discretedatafields in theEpic electronichealth record system’s social history
table within Clarity, Epic’s operational reporting database. These structured
fields capture smoking information that clinicians enter into standardized
social history sections during patient encounters, captured as structured
data elements (e.g., dropdownmenus, checkboxes, numerical fields) rather
than free-text narratives [Supplemental Table 10]. Of the 2913 patients,
1899 had at least one clinical note containing any smoking-related infor-
mation (i.e., note containing “smok” or “tobacco”), and hence could
potentially benefit from LLM for smoking extraction.

To identify a set of clinical notes (along with their corresponding
patients) that are enriched with detailed smoking data for LLM modeling,
we further screened 1253 lung cancer patients (and their 4593 smoking-
related clinical notes from the time of diagnosis and onwards). We queried
these notes using 148 smoking-related key phrases corresponding to the
following variables: smoking status (57 keywords, including keywords for
never smokers), duration (9 keywords), cessation (17 keywords), intensity
(71 keywords), and pack-years (6 keywords). To construct a high-
information training set, we conducted an enrichment analysis to evaluate
the co-occurrence of smoking-related variables within the clinical notes
(Supplemental Table 8). Among the 4593 clinical notes screened, enrich-
ment analysis identified 2668 notes (58%) as high-yield, containing infor-
mation on smoking status, duration, and cessation. Within this subset,
approximately 30% of the notes also included details on smoking intensity,
and20%mentionedpack-years. From these 2668notes, a randomsample of
1183 notes was selected for manual annotation to support LLM model
development (Fig. 2).

The external validation cohort comprised 142 lung cancer patients
with 500 clinical notes from Sutter Health, a 22-hospital community
healthcare system in Northern California. These patients and notes were
selected as follows: from 142 lung cancer patients diagnosed between 2000
and 2024 at Sutter Health, we identified 500 clinical notes containing basic
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smoking keywords (e.g., “smok” or “tobacco”). Using a similar approach as
Stanford Health Care, we searched these notes for 148 smoking-related
phrases (Supplemental Table 7) and applied stratified sampling as follows:
50% of notes contained keywords for smoking status, pack-years, and
duration; 30% included these keywords plus cessation-related keywords;
and 20% contained only basic smoking terms (“smok” or “tobacco”). The
single Institutional Review Board (IRB) approval for both study sites was
granted (IRB#: 70545). Waiver of informed consent was granted because
this study used retrospective, secondary EHR data, and the research posed
no more than minimal risk to participants.

Manual annotation
Two annotators (RK and GN) reviewed and labeled 100 notes together to
create an annotation guideline and align their interpretation (Supplemental
Table 11), then independently labeled the remaining 1083 notes for
7 smoking variables (smoking status, pack-years, smoking duration, stop
smoking age, year of cessation, year since cessation, andpackper day). Inter-
annotator agreement was high (ICC = 0.918) (Supplemental Fig. 2). For
discrepant cases, a third annotator (IL) provided the final review, and the
consensus answer agreed upon by all three annotators was considered the
ground truth label for model training and evaluation.

BERT-based smoking status classification
BERT (Bidirectional EncoderRepresentations fromTransformers) is a deep
learning language model that encodes text by applying attention mechan-
isms to capture bidirectional relationships betweenwords in a sequence. For
this analysis, we utilized two domain-adapted BERT variants: BlueBERT,
which was pre-trained on 4.5 billion words from PubMed abstracts and
clinical notes from MIMIC-III, and ClinicalBERT, which was specifically
pre-trained on clinical notes from the MIMIC-III database. We imple-
mented a two-stage classificationpipeline to determine smoking status from
clinical notes. For each clinical note, we identified all occurrences of
smoking-related keywords, extracted awindowof 100 characters before and
after each keyword (including the keyword itself), and concatenated these
windows after removing duplicates to form a condensed input in order to
address BERT’s 512-token input limit. Each preprocessed note was passed
as input to ClinicalBERT or BlueBERT,whichwe fine-tuned end-to-end for
sequence-level classification. All parameters, including the embeddings, all
12 encoder layers, pooler, and a linear classification head, approximately
~109M parameters were left trainable and updated by back-propagation
from the cross-entropy loss. Models were optimized with AdamW opti-
mizer using a learning rate of 2 × 10⁻⁵, weight decay 0.01.We trained for up
to 5 epochs, evaluated each epoch, and loaded the best checkpoint at the end
based on validation performance. The dataset was split into 946 training
notes and 237 test notes.

Prompt development for generative LLMs
Weevaluated three generativeLLMs-Gemini 1.5 Flash,GPT-4, andPaLM2
TextBison - using a zero-shot prompt. Gemini 1.5 Flash (gemini-1.5-flash-
001) is a lightweight multimodal model optimized for speed and efficiency
through knowledge distillation from Gemini 1.5 Pro. We accessed it
through Google Cloud Platform API with temperature set to 0 for deter-
ministic outputs. GPT-4 is OpenAI’s transformer-based language model
that uses reinforcement learning from human feedback for alignment. We
accessed GPT-4 through Stanford’s SecureGPT platform, a beta imple-
mentation designed specifically for secure processing of PHI within Stan-
ford Health Care and Stanford School of Medicine. PaLM 2 Text Bison
(text-bison@002) is Google’s language model with enhanced multilingual
capabilities, reasoning, and coding performance. We accessed it through
GCP API with temperature set to 0. For notes exceeding the 8192-token
input limit, we preserved paragraphs containing smoking-related keywords
and surrounding context while removing unrelated content.

The prompt was developed through a sequential design process,
starting with an initial draft based on annotation guidelines and tested on
100 notes. It was then refined iteratively through repeated error analysis on

the development set (847 notes). The final prompt included definitions for
each variable, structured output formats, and example phrases based on
insights from the error analysis (full prompt available upon request).

Evaluation of comparative performance in BERT & generative
LLMs (Note-level Performance)
We evaluated BERT and generative LLMs for smoking status extraction
using 237 test notes from SHC and 500 notes from Sutter Health. The goal
was to identify a BERT model with performance comparable to generative
LLMs for smoking statusdetection andextend its use toother variables, or to
select the best-performing generative LLMs based on accuracy. We eval-
uatedmodel performance by calculating accuracy for each of the 7 smoking
variables. Our evaluation employed an exact match criterion while also
accommodating different documentation styles to reflect real-world doc-
umentation. When smoking intensity was reported in different units
(weekly or monthly), we converted these to pack-per-day before compar-
ison through post-extraction parsing. For ground truth values containing
ranges (such as “10–15 years”), we accepted extractions that fell within the
range.Additionally, and importantly, caseswhere both themodel extraction
and ground truth were missing (e.g., no pack-years mentioned; NA to NA)
were counted as exactmatches, recognizing that correctly identifying absent
information is also clinically valuable.

Deployment of Gemini 1.5 to the LC Cohort (N = 4792) to Curate
Longitudinal Smoking data and Rule-based Smoothing
Algorithm
To curate comprehensive longitudinal smoking data, the best-performing
LLM was deployed on an independent set of 79,408 notes from 4792 lung
cancer patients who had baseline smoking data (i.e., within 1 year before or
6 months after initial diagnosis). We combined LLM-extracted variables
from these notes with 58,228 structured records containing smoking status,
pack-years, and quit dates, creating longitudinal patient smoking history
from lung cancer diagnosis onward.

A rule-based smoothing algorithm was developed to resolve temporal
inconsistencies in smoking status (e.g., implausible transitions from current
to never smoker) that utilized a state transition graph (Fig. 4C) that defined
plausible versus implausible smoking status changes and integrated com-
prehensive information across different smoking variables (e.g., pack-years,
quit dates, status) over the full range of longitudinal records within each
patient. The algorithm did not distinguish between LLM-extracted and
structured data sources. The algorithm operated in two steps. In “Step 1:
Record-level correction”, we first address record-level inconsistencies (as
opposed to longitudinal inconsistencies) between smoking status and
quantitative smoking variables (e.g., a never smoker having a quit date
entered). In resolving these inconsistencies, we assign greater weight to the
quantitative variables (e.g., changing “Never” to “Former” when a specific
quit date is entered), which is based on the premise that errors are more
likely to occur in entering smoking status than in recording specific quit
dates. For records with “Never” status but non-zero pack-years or pack-
days, we corrected to the most recent non-never status from previous
records, or the closest from future records if none existed.

In “Step 2: Longitudinal correction”, after resolving the record-level
inconsistencies, we proceed to identify longitudinal inconsistencies in
smoking status transitions. We utilize a state transition graph (Fig. 4c) to
distinguish between plausible and implausible changes in smoking status,
while also incorporating additional information from the quantitative
smoking variables in previous records to identifymost probable sequence of
smoking status changes. For example, after examining consecutive records
chronologically, when an implausible transition (e.g., a transition from
“Former” to “Never”) was found (Supplemental Table 12), we checked for
supportingquantitative smokingdata inprior records (e.g., pack-years= “15”
or quit dates = “2015-12-15”). If such records are found, the algorithm will
correct the status from “Never” to “Former”. The rationale behind this
approach is that errors are more likely to occur in entering smoking status
than in recording quantitative smoking data, and hence we place greater
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weights on the quantitative variables, as they are generally less prone to
error. If no quantitative smoking records are found, we determined that
earlier smoking status were erroneous and adjusted them from “Former” to
“Never”, indicating insufficient evidence to support the “Former” status.
Corrections were applied iteratively from earliest to latest records until no
further changes were needed. Some examples of a patient’s smoking history
before and after the smoothing algorithm are shown in Supplemental
Table 12.

Evaluation of the clinical utility of the curated longitudinal
smoking data
We evaluated the clinical utility of the curated longitudinal smoking data in
monitoring lung cancer patients after their initial diagnosis. Second primary
lung cancer (SPLC) presents a significant risk among lung cancer (LC)
survivors, yet no evidence-based guidelines exist for its screening. Choi
et al.29 demonstrated an association between the USPSTF-2013 screening
criteria (i.e., aged 55–80, smoking pack-years > =30, quit years < =15 years
for former smokers) and SPLC risk at the time of initial primary lung cancer
(IPLC) diagnosis. However, prior studies relied on static smoking data at
IPLCdiagnosis anddidnot evaluatehowSPLCeligibility and riskprediction
evolve longitudinally, including changes in smoking behaviors.While a risk
assessment tool for second primary lung cancer, called SPLC-Risk Assess-
mentTool (SPLC-RAT)was previously developed andvalidated using static
baseline smoking data from epidemiological cohorts, it has not been tested
with longitudinal real-world smoking histories7.

The aims of this application analysis were to: (1) characterize long-
itudinal smoking data (e.g., duration, pack-years, current smoking status,
cigarette per day) and assess the eligibility for USPSTF 2013 criteria fol-
lowing an IPLC diagnosis in a real-world lung cancer cohort derived from
EHRs; (2) to evaluate the longitudinal performanceof SPLC-RAT, including
metrics such as area under the curve (AUC), Brien score, and calibration;
and (3) to compare the risk stratification ability of SPLC-RAT-based sur-
veillance with USPSTF8 and National Comprehensive Cancer Network
(NCCN) guidelines40.

In the current study, second primary lung cancer (SPLC) was defined
using the establishedMartini andMelamedcriteria41.Using the same cohort
of 4,792 patients in the previous section, longitudinal smoking data were
analyzed at diagnosis and at yearly intervals (k = 0, 1, 2,…, 5 years after the
initial diagnosis) among patients who are still event-free (i.e., no death or
SPLC) at k years post-diagnosis. The followingmetrics were also assessed at
each given time: (1) the distribution of smoking status, (2) median and IQR
of smoking pack-years, and (3) the proportion of the patients whomeet the
2013 USPSTF lung cancer screening eligibility (i.e., age 55–80, ≥30 pack-
years, current/former smokers who quit within 15 years) which was iden-
tified as an independent predictor of SPLC risk29. Furthermore,we evaluated
the association between the 2013 USPSTF criteria and SPLC risk at diag-
nosis and at k years post-diagnosis (where k = 1, 2, 3) using a cause-specific
Cox regression that accounted for the competing risk of death. In this
analysis, we compared the curated, smoothed longitudinal smoking data
with the unsmoothed raw smoking data to assess the impact of smoothing
on clinical application.

The performance of SPLC-RATwas evaluated at each time point using
time-dependent AUC. The SPLC-RAT tool was proposed to identify high-
risk patients for surveillance and requires smoking status, quit duration for
former smokers ( ≤ 15 or >15 years), smoking duration, daily cigarette
consumption (0–100/day), and clinical factors including histology, stage,
surgery, and prior cancer history for comprehensive risk assessment.
Patients exceeding the 5.6% 10-year risk threshold (representing the 80th
percentile of estimated risk in the epidemiological cohorts)were classified as
“high-risk” for surveillance. The AUC measured the model’s ability to
distinguish between patients who would later develop SPLC versus those
who would not, among patients who were still alive and had not developed
SPLCby that timepoint.AhigherAUCvalue indicates better discriminative
ability,with 100%representingperfect discriminationand50%representing
no better than random chance.

We compared SPLC-RAT with USPSTF and NCCN guidelines at
diagnosis and 2 years after diagnosis through cumulative incidence analyses
to identify optimal strategies for lung cancer patient monitoring. We used
the Aalen-Johansen estimator to calculate the cumulative incidence of SPLC
while accounting for the competing riskof death. For eachguideline, patients
were classified as high-risk or low-risk, and separate cumulative incidence
curves were generated for each risk group. Greater separation between the
high-risk and low-risk curves indicates better risk stratification ability.

The USPSTF criteria classified patients as high-risk if they met the
following eligibility requirements: ages 55–80 years,≥30 pack-years smoking
history, and ≤15 years since cessation for former smokers (2013 criteria8),
with updated 2021 criteria expanding to ages 50–80 years and ≥20 pack-
years9. The NCCN criteria classified patients as high-risk based on clinical
characteristics: non-small cell lungcancerpatientswith stage I-II treatedwith
surgery or radiation, all stage-III patients, stage-IV oligometastatic patients,
or all small cell lung cancer patients40. Unlike SPLC-RAT and USPSTF,
NCCN criteria do not incorporate dynamic smoking history variables.

Data availability
The data can be accessed for research purposes after Institutional Review
Board approval via the Stanford Research Informatics Center.

Code availability
The R code used in this analysis is available from the corresponding author
upon reasonable request.
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